
The CORE-MATH cos is correctly rounded
Paul Zimmermann
October 29, 2026

Abstract—We prove that the CORE-MATH binary64 cosine
function is correctly rounded.

Index Terms—IEEE 754, binary64 format, correct rounding.
We consider the CORE-MATH cos.c file from commit

8b6390c, and the four rounding modes from the C23 stan-
dard: to nearest (ties to even), toward zero, toward −∞,
toward +∞. Since cos(−x) = cos(x), the CORE-MATH
code first compute cos |x|, thus we restrict our analysis to
the case x ≥ 0. Our proofs work both with and without FMA
contraction: in case of an expression a · b+ c, we bound using
Gappa or by hand the rounding error for the non-FMA case
◦(◦(ab) + c): using an FMA as in ◦(ab + c) suppresses the
error on rounding ab, and the computed bound for ◦(ab) + c
also holds for ab+c, thus the outer error cannot be larger. For
reproducibility of our results, all scripts used are available in
the public repository core-math-proofs, and which scripts are
used for each statement is indicated in comment in the source
file cos.tex of this document.

The CORE-MATH code for the cosine function is largely
inspired from that for the sine function. In particular it uses
the same tables, which can thus be shared between both codes.

I. BRANCH 0 ≤ x < 2−27

For |x| < 2−27, CORE-MATH returns fma(x,−x, 1). This
special branch is only needed to avoid a spurious underflow
in the polynomial evaluation used in the other branches.

Lemma 1: For |x| < 2−27, fma(x,−x, 1) yields the correct
rounding of cos(x), whatever the rounding mode.
Proof: Since the formula fma(x,−x, 1) is an even function,
like cos(x), it suffices to consider 0 ≤ x < 2−27. For x = ±0,
it yields 1 whatever the rounding mode, which is the correct
rounding. Now for 0 < x < 1, we have:

1− x2

2
< cos(x) < 1. (1)

It follows from Eq. (1) that 1− 2−55 < cos(x) < 1 when 0 ≤
x < 2−27. Similarly, 1−2−54 < 1−x2 < 1. Since there is no
rounding boundary in (1−2−54, 1), cos(x) and fma(x,−x, 1)
round to the same value: 1 for rounding to nearest or upward,
and nextdown(1) for rounding toward zero or downward.

II. BRANCH 2−27 ≤ x < 231

In this branch, Algorithm ModerateFastPath is used. It
reuses the algorithm from [3], adapted to the computation of
cos(x). The differences with the algorithm from [3] are the
following:

• the sign of x is not needed, since cos(−x) = cos(x). In-
stead, the final sign is swapped if the argument reduction
is by an odd multiple of π (line 18);

• instead of computing a double-double approximation
Sh + Sℓ of sin(t1 + t2), we compute a double-double
approximation Ch + Cℓ of cos(t1 + t2) (line 11), where
t1 = i1π/2

7 and t2 = i2π/2
14;

• instead of computing a double approximation Ch of
cos(t1 + t2), we compute a double approximation Sh of
sin(t1 + t2) (line 12);

• the computation at line 17 is changed: since Ch + Cℓ

approximates cos(z) where z = t1+ t2, Sh approximates
sin(z), 1 + ch approximates cos(r) and sh approximates
sin(r), cos(z + r) is approximated by:

(Ch +Cℓ)(1+ ch)−Shsh ≈ Ch +(Cℓ +Chch−Shsh).

For the analysis of algorithms identical to the sine function,
we refer to [3]. However, we keep all algorithms so that this
paper is self-content. Like for the sine function, at lines 15-17,

Algorithm 1 (ModerateFastPath)
Input: x a binary64 number, 2−27 ≤ |x| < 231

Output: the correct rounding ◦(cosx) or FAIL
1: i = 0x1.45f306dc9c883p+12
2: ph = -0x1.921fb54442d18p-13
3: pℓ = -0x1.1a62633145c07p-67
4: k ← round(◦(i · |x|))
5: rh ← fma(k, ph, |x|), rℓ ← ◦(k · pℓ)
6: r = ◦(rh + rℓ)
7: r2 ← ◦(r · r)
8: write k mod 215 = 214t + 27i1 + i2 with t ∈ {0, 1} and

0 ≤ i1, i2 < 27

9: c1h, c1ℓ ← muldd(C1h[i1], C1ℓ[i1], C2h[i2], C2ℓ[i2])
10: c2h, c2ℓ ← muldd(S1h[i1], S1ℓ[i1], S2h[i2], S2ℓ[i2])
11: Ch, Cℓ ← fastsum(c1h, c1ℓ,−c2h,−c2ℓ)
12: Sh ← ◦(◦(S1h[i1]C2h[i2]) + ◦(C1h[i1]S2h[i2]))
13: s1 = 1.0, s3 = -0x1.55555553068fp-3
14: c2 = −0.5, c4 = 0x1.55555553bfd3p-5
15: sh ← r · (s1 + s3 · r2)
16: ch ← r2 · (c2 + c4 · r2)
17: fh ← Ch, fℓ ← Cℓ + Chch − Shsh
18: fh ← (−1)t · fh, fℓ ← (−1)t · fℓ
19: ϵ← 0x1.dep-64
20: ℓb ← fh + ◦(fℓ − ϵ), ub ← fh + ◦(fℓ + ϵ)
21: if ◦(ℓb) = ◦(ub) return ◦(ℓb) else return FAIL

we omitted roundings for clarity, and in line 17, the terms in
fℓ are accumulated from left to right, as prescribed by the C
language.

The tables S1h, S1ℓ, C1h, C1ℓ, S2h, S2ℓ, C2h, C2ℓ are
exactly the same as in [3].
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Algorithm 2 (muldd)
Input: xh, xℓ, ch, cℓ binary64 numbers
Output: h, ℓ approximating (xh + xℓ)(ch + cℓ)

1: h← ◦(xhch)
2: ℓ1 ← fma(xh, ch,−h)
3: ℓ2 ← ◦(xhcℓ)
4: ℓ3 ← ◦(xℓch)
5: ℓ← ◦(◦(ℓ2 + ℓ3) + ℓ1)

Algorithm 3 (fasttwosum) from [1]
Input: a, b binary64 numbers
Output: x, y such that x+ y approximates a+ b

1: x← ◦(a+ b)
2: z ← ◦(x− a)
3: y ← ◦(b− z)

Lemma 2 (Lemma 2 from [3]): The integer k computed at
line 4 of Algorithm ModerateFastPath satisfies:

|x| = kπ

214
+ y,

with k ≤ 244 and |y| < 2−13.340.
See proof in [3].

Lemma 3 (Lemma 3 from [3]): At line 5, rh is exact, i.e.,
rh = k · ph + |x|, and after line 6:

|r − y| < 2−65.996,

with |r|, |rh| < 2−13.339.
See proof in [3].

Theorem 1: For 2−27 ≤ |x| < 231, and any rounding mode,
Algorithm ModerateFastPath is correct, i.e., if not FAIL, it
delivers ◦(cos(x)).
Proof: Since c1h and c2h only depend on i1, i2 and
the rounding mode, we can check by exhaustive
search whether the FastTwoSum condition is
fulfilled in fastsum(c1h, c1ℓ,−c2h,−c2ℓ), which calls
fasttwosum(c1h,−c2h): this is the case. Similarly, since
Ch, Cℓ, Sh only depend on i1, i2 and the rounding mode, we
can determine by exhaustive search a bound on the difference
between Ch + Cℓ and cos(t1 + t2), and between Sh and
sin(t1 + t2), where t1 = i1π/2

7 and t2 = i2π/2
14. Without

FMA contraction, the largest error for cos(t1+ t2) is obtained
for i1 = 111, i2 = 36 and rounding downward:

|Ch + Cℓ − cos(t1 + t2)| < 2−103.342, (2)

while the largest error for sin(t1+ t2) is obtained for i1 = 42,
i2 = 73 and rounding upward:

|Sh − sin(t1 + t2)| < 2−51.569.

(We tried all the possible FMA contractions for the compu-
tation of Sh, and within muldd for the computation of Ch

and Cℓ.) This exhaustive search also shows that |Ch| ≤ 1,
|Cℓ| < 2−51.569 and |Sh| ≤ 1.

Algorithm 4 (fastsum)
Input: xh, xℓ, yh, yℓ binary64 numbers
Output: h, ℓ such that h+ ℓ approximates xh + xℓ + yh + yℓ

1: h, t← fasttwosum(xh, yh)
2: ℓ← ◦(◦(xℓ + yℓ) + t)

Since the argument reduction and the evaluation of sh and
ch are identical to [3], we have as in the proof of Theorem 1
from [3]:

|sh − sin(y)| < 2−64.516,

|ch − (cos(y)− 1)| < 2−78.316.

Let x′ = |x| mod π. Then x′ = z + y mod π:

|Ch + Cℓ + Chch − Shsh − cos(x′)|
≤ |Ch + Cℓ − cos(z)|+ |Chch − cos(z)(cos(y)− 1)|
+ |Shsh − sin(z) sin(y)|.

The first term of the right-hand side |Ch + Cℓ − cos(z)|
is bounded by 2−103.342 from Eq. (2). The second term is
bounded as follows:

|Chch − cos(z)(cos(y)− 1)|
≤ |Ch||ch − (cos(y)− 1)|+ |Ch − cos(z)||cos(y)− 1|
≤ 2−78.316 + (2−51.569 + 2−103.342) · 2−27.680 < 2−77.708,

since |Ch| ≤ 1, |Ch − cos(z)| ≤ |Cℓ| + 2−103.342, and |y| ≤
2−13.340. Finally, the last term is bounded by:

|Shsh − sin(z) sin(y)|
≤ |Sh||sh − sin(y)|+ |Sh − sin(z)||sin(y)|
≤ 2−64.516 + 2−51.569 · 2−13.340 < 2−63.699.

Summing up, we obtain:

|Ch + Cℓ + Chch − Shsh − cos(x′)|
< 2−103.342 + 2−77.708 + 2−63.699 < 2−63.698.

We still have to take into account the rounding errors while
computing fℓ in line 17, and that in ◦(fℓ ± ϵ) in line 20.
Since |Cℓ| < 2−51.569, |Ch| ≤ 1, |ch| ≤ |cos(y) − 1| +
2−78.316 < 2−27.680, the rounding error on Chch is bounded
by ulp(2−27.680) = 2−80, and that on Cℓ+◦(Chch) is bounded
by ulp(2−27.679) = 2−80 too. Let α = ◦(Cℓ + ◦(Chch)) and
β = ◦(Shsh). The difference α−β is thus bounded in absolute
value by:

2−51.569 + 2−27.680 + 2−13.340 + 2 · 2−80 + 2−66 < 2−13.339,

thus the rounding error on fℓ = ◦(α − β) is bounded by
ulp(2−14) = 2−66 too. Finally adding ±ϵ to fℓ does not make
it exceed 2−13 in absolute value either, thus the rounding error
in ◦(fℓ±ϵ) is bounded by 2−66 too. In fact, since ϵ = 7.46875·
ulp(2−14), the rounding error on fℓ±ϵ is bounded by 0.53125·
ulp(2−14) < 2−66.912, which is the maximal distance from ϵ
to a multiple of ulp(fℓ). If fℓ and fℓ ± ϵ are in a smaller
binade, this bound also holds. If fℓ is in a smaller binade,



but |fℓ ± ϵ| lies in the binade [2−14, 2−13), the sum of the
rounding errors on fℓ and fℓ ± ϵ is bounded by 2−67 + 2−66.
Thus in all cases, the accumulated rounding errors in lines 17
and 20 are bounded by:

2 · 2−80 + 2 · 2−66 + 2−66.912 < 2−64.659.

We deduce (after fixing the sign of cos(x)):

ℓb − cos(x) < −ϵ+ 2−63.698 + 2−64.659 < 0,

and similarly ub− cos(x) > 0, thus ℓb and ub enclose cos(x),
and if they round to the same value, so does cos(x).

III. BRANCH x ≥ 231

Like for the sine function, Payne-Hanek’s argument reduc-
tion is used. This is Algorithm ReduceLarge, which is identical
to the one used for the sine function.

Algorithm 5 (ReduceLarge)
Input: x a binary64 number, x ≥ 231

Output: integer k and binary64 number r such that x/(2π) ≈
k/215 + r mod 1

1: use a precomputed table T such that
∑︁

j Tj/2
64j is the

64-bit expansion of 1/(2π), with T0 = 0
2: write x as m · 2e with 252 ≤ m < 253

3: i← ⌈(e+ 1)/64⌉
4: f ← e mod 64 ▷ 0 ≤ f < 64
5: U0 ← (Ti, Ti+1) shifted by f bits to the left
6: U1 ← (Ti+1, Ti+2) shifted by f bits to the left
7: u← U0 · 264 + U1 ▷ 128-bit variable
8: v ← m · u ▷ 128-bit multiplication
9: v ← (v + 2112 + 259 + 252) mod 2128

10: write v = vh · 2113 + vℓ with 0 ≤ vℓ < 2113

11: k ← vh, r ← 2−68⌊2−60vℓ⌋ − 2−16

Lemma 4 (Lemma 4 from [3]): Let x be a binary64 number,
x ≥ 231. Then the values k and r returned by Algorithm
ReduceLarge satisfy:

x

2π
=

k

215
+ r + s mod 1, (3)

with |r| ≤ 2−16 and |s| < 2−68.988.
See proof in [3].

The fast path for this branch is detailed in Algorithm
LargePath.

Theorem 2: For x ≥ 231, and any rounding mode, Algorithm
LargePath is correct, i.e., if not FAIL, it delivers ◦(cos(x)).
Proof: From Lemma 4, we have

x

2π
=

k

215
+ r + s mod 1,

with |r| ≤ 2−16 and |s| < 2−68.988. Let x′ = (−1)t|x|, with
t defined in line 2. We deduce since k = 214t+ 27i1 + i2:

cos(x′) = cos(z + y),

with z = t1 + t2, t1 = πi1/2
7, t2 = πi2/2

14, and y =
2π(r + s).

Algorithm 6 (LargePath)
Input: x a binary64 number, x ≥ 231

Output: the correct rounding ◦(cosx) or FAIL
1: k, r ← ReduceLarge(x)
2: write k = 214t+27i1+ i2 with t ∈ {0, 1}, 0 ≤ i1, i2 < 27

3: c1h, c1ℓ ← muldd(C1h[i1], C1ℓ[i1], C2h[i2], C2ℓ[i2])
4: c2h, c2ℓ ← muldd(S1h[i1], S1ℓ[i1], S2h[i2], S2ℓ[i2])
5: Ch, Cℓ ← fastsum(c1h, c1ℓ,−c2h,−c2ℓ)
6: Sh ← ◦(◦(S1h[i1]C2h[i2]) + ◦(C1h[i1]S2h[i2]))
7: s1 = 0x1.921fb54442d18p2
8: s3 = -0x1.4abbcdb6b26d1p5
9: c2 = -0x1.3bd3cc9be45dep4

10: c4 = 0x1.03c1eee483083p6
11: r2 ← ◦(r · r)
12: sh ← r · (s1 + s3 · r2)
13: ch ← r2 · (c2 + c4 · r2)
14: fh ← Sh, fℓ ← Cℓ + Chch − Shsh
15: fh ← (−1)t · fh, fℓ ← (−1)t · fℓ
16: ϵ← 0x1.01p-63
17: ℓb ← fh + ◦(fℓ − ϵ), ub ← fh + ◦(fℓ + ϵ)
18: if ◦(ℓb) = ◦(ub) return ◦(ℓb) else return FAIL

Since the reduced argument r is the same as in [3], and
similarly for the polynomials s1r+ s3r

3 and c2r
2 + c4r

4, we
have as in [3]:

|sh − sin(y)| < 2−64.468,

|ch − (cos(y)− 1)| < 2−78.267.

Then since cos(x′) = cos(z + y):

|Ch + Cℓ + Chch − Shsh − cos(x′)|
≤ |Ch + Cℓ − cos(z)|+ |Chch − cos(z)(cos(y)− 1)|
+ |Shsh − sin(z) sin(y)|.

The first term of the right-hand side |Ch + Cℓ − cos(z)|
is bounded by 2−103.342 from Eq. (2). The second term is
bounded as follows:

|Chch − cos(z)(cos(y)− 1)|
≤ |Ch||ch − (cos(y)− 1)|+ |Ch − cos(z)||cos(y)− 1|
≤ 2−78.267 + (2−51.569 + 2−103.342) · 2−27.696 < 2−77.681,

since |Ch| ≤ 1, |Ch − cos(z)| ≤ |Cℓ| + 2−103.342, and |y| ≤
2−13.348. Finally, the last term is bounded by:

|Shsh − sin(z) sin(y)|
≤ |Sh||sh − sin(y)|+ |Sh − sin(z)||sin(y)|
≤ 2−64.468 + 2−51.569 · 2−13.348 < 2−63.675.

Summing up, we obtain:

|Ch + Cℓ + Chch − Shsh − cos(x′)|
< 2−103.342 + 2−77.681 + 2−63.675 < 2−63.674.



We still have to take into account the rounding errors while
computing fℓ in line 14, and that in ◦(fℓ ± ϵ) in line 17.
Since |Cℓ| < 2−51.569, |Ch| ≤ 1, |ch| ≤ |cos(y) − 1| +
2−78.267 < 2−27.696, the rounding error on Chch is bounded
by ulp(2−27.696) = 2−80, and that on Cℓ+◦(Chch) is bounded
by ulp(2−27.695) = 2−80 too. Now since |Sh| ≤ 1 and |sh| ≤
|sin(y)| + 2−64.468 < 2−13.348, the rounding error on Shsh
is bounded by ulp(2−14) = 2−66. Let α = ◦(Cℓ + ◦(Chch))
and β = ◦(Shsh). The difference α − β is thus bounded in
absolute value by:

2−51.569 + 2−27.696 + 2−13.348 + 2 · 2−80 + 2−66 < 2−13.347,

thus the rounding error on fℓ = ◦(α − β) is bounded by
ulp(2−14) = 2−66 too. Finally adding ±ϵ to fℓ does not make
it exceed 2−13 in absolute value either, thus the rounding error
in ◦(fℓ±ϵ) is bounded by 2−66 too. The accumulated rounding
errors in lines 14 and 17 are thus bounded by:

2 · 2−80 + 3 · 2−66 < 2−64.414.

We deduce (after fixing the sign of cos(x)):

ℓb − cos(x) < −ϵ+ 2−63.674 + 2−64.414 < 0,

and similarly ub− cos(x) > 0, thus ℓb and ub enclose cos(x),
and if they round to the same value, so does cos(x).

IV. ACCURATE PATH

Contrary to the sine function, a single algorithm is sufficient
here for the accurate path (AccurateLarge). Indeed, Algorithm
AccurateLarge computes an approximation of cos(x) (or of
sin(x) in [3]) with absolute accuracy about 2−128. When x is
near 2−26, sin(x) is near 2−26 too, thus the relative accuracy
decreases to about 102 bits, which is not enough for hard-to-
round cases. In contrary, cos(x) is near 1 for x small, thus the
relative accuracy matches the absolute one.

Algorithm AccurateLarge first performs an argument re-
duction using Payne-Hanek’s algorithm (Algorithm Re-
duceAccLarge), which is exactly the same as in [3], except
the input can be as small as 2−27 here, instead of 2−16 in [3].

Lemma 5 (Lemma 2 from [3]): Let x be a binary64 number,
x ≥ 2−16. Let k, σ, r be the values returned by Algorithm
ReduceAccLarge, and denote R = r/2128, then:

x

2π
=

k

213
+ (−1)σR+ s mod 1, (4)

with |(−1)σR| ≤ 2−14 and 0 ≤ s < 2−127.999.
Since Algorithm ReduceAccLarge is almost identical to [3],
we refer to the proof of Lemma 2 in [3]. (When 2−27 ≤ x <
2−16, we have −79 ≤ i ≤ −69, thus i = −1, and we take
T−1 = 0.)

Algorithm AccurateLarge uses auxiliary algorithms mhUU,
evalPS and evalPC described below. Some remarks about
Algorithm AccurateLarge:

• this algorithm mainly deals with 128-bit unsigned inte-
gers representing values in [0, 1). In the proof we use
small letters to denote these 128-bit unsigned integers,

Algorithm 7 (ReduceAccLarge)
Input: x a binary64 number, x ≥ 2−27

Output: integer k, sign bit σ and 128-bit integer r such that
x/(2π) ≈ k/213 + (−1)σ · r/2128 mod 1

1: use a precomputed table T such that
∑︁

j Tj/2
64j is the

64-bit expansion of 1/(2π), with T−1 = T0 = 0
2: write x as m · 2e with 252 ≤ m < 253

3: i← ⌈(e+ 1)/64⌉
4: f ← e mod 64 ▷ 0 ≤ f < 64
5: U0 ← (Ti, Ti+1) shifted by f bits to the left
6: U1 ← (Ti+1, Ti+2) shifted by f bits to the left
7: U2 ← (Ti+2, Ti+3) shifted by f bits to the left
8: u← U0 · 264 + U1 ▷ 128-bit variable
9: v ← (m · u+ ⌊(m · U2)/2

64⌋) mod 2128

10: write v = k · 2115 + r with 0 ≤ r < 2115

11: if r < 2114 then σ ← 0
12: else k ← (k + 1) mod 213, σ ← 1, r ← 2115 − r

Algorithm 8 (AccurateLarge)
Input: x a binary64 number, x ≥ 2−27

Output: the correct rounding of cosx
1: k, σr, r ← ReduceAccLarge(x)
2: if k ≥ 212 then σ ← 1 else σ ← 0
3: write k mod 212 = i12

6 + i2 with 0 ≤ i1, i2 < 26

4: st1 , ct1 ← s1[i1], c1[i1], st2 , ct2 ← s2[i2], c2[i2]
5: λ← mhUU(st1 , ct2), µ← mhUU(ct1 , st2)
6: if i1 < 32 then sz ← λ+ µ else sz ← λ− µ
7: λ′ ← mhUU(ct1 , ct2), µ′ ← mhUU(st1 , st2)
8: if i1 < 32 then cz ← λ′ − µ′ else cz ← λ′ + µ′

9: sr ← evalPS(r), cr ← evalPC(r)
10: w1 ← mhUU(cz, cr), w2 ← mhUU(sz, sr)
11: if i1 ≥ 32 then σ ← 1− σ
12: if (i1 ≥ 32 and σr = 0) or (i1 < 32 and σr = 1) then

c← w1 + w2

13: elif w1 ≤ w2 then c← w2 − w1, σ ← 1− σ
14: else c← w1 − w2

15: if c mod 264 ≥ 264 − 5 then return hard-coded correct
rounding of cos(x)

16: return u128tod(c, σ)

for example r at line 1, and capital letters to denote the
corresponding rational value, for example R = r/2128;

• the precomputed values S1[i1] := s1[i1]/2
128 and

C1[i1] := c1[i1]/2
128 approximate sin(t1) and |cos(t1)|

where t1 = πi1/2
6. We have sin(t1) ≥ 0, cos(t1) ≥ 0

for i1 < 32, and cos(t1) ≤ 0 for 32 ≤ i1 < 64;
• the precomputed values S2[i2] := s2[i2]/2

128 and
C2[i2] := c2[i2]/2

128 approximate sin(t2) and |cos(t2)|
where t2 = πi2/2

12. We have sin(t2), cos(t2) ≥ 0;
• since all computations are done with integers (except the

final rounding done by routine u128tod at line 16), the
error analysis does not depend on the rounding mode;

• line 6 uses the relation sin(t1 + t2) = sin(t1) cos(t2) +
cos(t1) sin(t2), adjusting the sign when i1 ≥ 32 since



then cos(t1) ≤ 0 but the value stored in ct1 is nonnega-
tive. Then Sz approximates sin(2πz) with 2πz = t1+t2;

• line 8 uses the relation cos(t1 + t2) = cos(t1) cos(t2)−
sin(t1) sin(t2), adjusting the sign when i1 ≥ 32 since
then cos(t1) ≤ 0 but the value stored in ct1 is nonnega-
tive, and Cz approximates |cos(2πz)|;

• line 11 flips the sign of the result when i1 ≥ 32, in which
case cos(z) ≤ 0;

• line 15 checks for exceptional cases that would
not be correctly rounded. There are only four
such cases: 0x1.8000000000009p-23,
0x1.8000000000024p-22,
0x1.800000000009p-21 and
0x1.20000000000f3p-20.

Algorithm mhUU is identical to [3].

Algorithm 9 (mhUU)
Input: a, b two integers, 0 ≤ a, b < 2128

Output: c approximating ab/2128

1: write a = ah2
64 + aℓ with 0 ≤ ah, aℓ < 264

2: write b = bh2
64 + bℓ with 0 ≤ bh, bℓ < 264

3: h← ahbh
4: m1 ← ahbℓ, m2 ← aℓbh
5: c← h+ ⌊m1/2

64⌋+ ⌊m2/2
64⌋

Lemma 6 (Lemma 6 from [3]): If a, b are two integers, 0 ≤
a, b < 2128, c = mhUU(a, b), A = a/2128, B = b/2128,
C = c/2128, then:

0 ≤ AB − C < 3 · 2−128.

We refer to [3] for the proof of this lemma.
Algorithm evalPS approximates sin(2πR) for 0 ≤ R ≤

2−14. It is the same as in [3].

Algorithm 10 (evalPS)
Input: a 128-bit integer r, 0 ≤ r ≤ 2114

Output: sr approximating 2128 sin(2πr/2128)
1: c1 = 0xc90fdaa22168c234c4c6628b80dbed80
2: c3 = 0x14abbce625be52beabb8e5506ca45b03
3: c5 = 0x00a335e33bad570e044c54995bb97635
4: c7 = 0x000265a5999d06c4
5: u← 8r
6: u2 ← mhUU(u, u)
7: u4 ← mhUU(u2, u2)
8: u2h ← ⌊u2/2

64⌋
9: s5 ← c5 − c7u2h

10: s1 ← c1 −mhUU(c3, u2)
11: s2 ← s1 +mhUU(s5, u4)
12: sr ← mhUU(s2, u)

Lemma 7 (Lemma 7 from [3]): Given as input 0 ≤ r ≤ 2114,
the value sr returned by Algorithm evalPS satisfies:

|Sr − sin(2πR)| < 2−126.128.

We refer to [3] for the proof of this lemma.

Algorithm 11 (evalPC)
Input: a 128-bit integer r, 0 ≤ r ≤ 2114

Output: cr approximating 2128 cos(2πr/2128)
1: v0 = 0xffffffffffffffffffffffffffffffff
2: v2 = 0x4ef4f326f91779692b71366cbcf0b096
3: v4 = 0x040f07c206d6b0ecd4c9076e3db78fed
4: v6 = 0x00155d3c7e3cbef9eec6962368fb7c41
5: v8 = 0x00003c3e845b5510
6: u← 8r
7: u2 ← mhUU(u, u)
8: u4 ← mhUU(u2, u2)
9: u2h ← ⌊u2/2

64⌋
10: c6 ← v6 − v8u2h

11: c4 ← v4 −mhUU(c6, u2)
12: c0 ← v0 −mhUU(v2, u2)
13: cr ← c0 +mhUU(c4, u4)

Similarly, Algorithm evalPC approximates cos(2πR).
Lemma 8 (Lemma 8 from [3]): Given as input 0 ≤ r ≤ 2114,

the value cr returned by Algorithm evalPC satisfies:

|Cr − cos(2πR)| < 2−125.966.

We refer to [3] for the proof of this lemma.
Theorem 3: Given a binary64 number x, x ≥ 2−27, Al-

gorithm AccurateLarge returns the correct rounding of cosx,
whatever the rounding mode.
Proof: We let the reader check that the sign of the re-
sult is correct: at line 1 we reduce x modulo 2π into
2π(z + (−1)σrR + s), with z = k/213 and R = r/2128.
Then if k ≥ 212, we flip the sign bit using cos(2πz) =
− cos(2πz − π), where z becomes z − 1/2. At the end,
W1 approximates |cos(2πz) cos(2πR)| and W2 approximates
| sin(2πz) sin(2πR)|. If i1 < 32 and σr = 0, then both z
and R are in the first quadrant, thus all terms are positive:
we add w1 + w2. It works similarly for the other cases. The
routine u128tod first applies the sign bit to S, then rounds it
according to the rounding mode.

Now assume for simplicity k < 212, i1 < 32 and σr = 0,
so that z is in the first quadrant and σ = 0. We know from
Lemma 5 that

x

2π
= z +R+ s mod 1,

with |s| < 2−127.999. Since cosx is contracting, it yields:

|cos(2π(z +R))− cos(x)| < 2−125.347. (5)

Since the computation of sz and cz at lines 5-8 is the same
as in [3], we have from the proof of Theorem 4 of [3]:

|Sz − sin(2πz)| < 2−125.691,

|Cz − |cos(2πz)|| < 2−125.691,

with 0 ≤ sz, cz ≤ 2128 − 3.



After the computation of w1 and w2 at line 10, a Gappa
script proves:

|W1 − | cos(2πz) cos(2πR)|| < 2−124.414,

|W2 − sin(2πz) sin(2πR)| < 2−125.264.

If i1 < 32 and σr = 0, then cos(2πz), sin(2πR) ≥
0, thus W1 approximates cos(2πz) cos(2πR) and w1 −
w2 approximates 2128 cos(2π(z + R)); if i1 ≥ 32 and
σr = 1, then cos(2πz), sin(2πR′) ≤ 0 with R′ =
(−1)σrR, thus W1 approximates − cos(2πz) cos(2πR′) too,
W2 approximates − sin(2πz) sin(2πR′), and w1 − w2 ap-
proximates 2128 sin(2π(z + R′)) (up to sign). Otherwise,
cos(2πz) sin(2πR′) ≤ 0, thus we have to subtract w2 from
w1, and adjust the sign, which is what the algorithm does. In
all cases, the total error is bounded as follows:

|C − cos(2π(z +R′))| < 2−124.414 + 2−125.264 < 2−123.777.

Combined with the bound from Eq. (5), we obtain, taking into
account the sign bit σ:

|(−1)σC−cos(x)| < 2−123.777+2−125.347 < 2−123.358. (6)

We have to check that the computation of w1 + w2 does
not overflow at line 12, since then the result would be near
0 instead of near 1 (up to sign). We know from [4] that the
distance from a binary64 number to a multiple of π/2 is larger
than 2−60.888, where the minimum distance is attained at x =
0x1.6ac5b262ca1ffp+849. Hence, the smallest distance
from a binary64 number to a multiple of π is also larger than
2−60.888:

|cosx| ≤ | cos(2−60.888)| ≤ 1− 2−122.78.

Since W1 + W2 approximates | cos(2π(z + R))| with error
bounded by 2−123.777, and | cos(2π(z + R)) − cos(x)| <
2−125.347 from Eq. (5), we obtain:

W1 +W2 < 1− 2−122.78 + 2−123.777 + 2−125.347 < 1.

Now assume |cosx| ≥ 2−27 and y = cosx has less than
43 identical bits after the round bit. Then if ζ is a rounding
boundary, |y − ζ| ≥ 2−44ulp(y) ≥ 2−123, since |y| ≥ 2−27

implies ulp(y) ≥ 2−79. Thus Eq. (6) shows that (−1)σC is
closer to cosx than any rounding boundary, thus rounding
(−1)σC yields the correct rounding of cosx.

All inputs such that cosx has 43 or more identical bits after
the round bit were computed in [2], and are included in the
cos.wc file. The CORE-MATH test suite checked they are
correctly rounded, for all rounding modes, and with or without
FMA contraction.

It remains to prove correct rounding when |cosx| < 2−27.
In this case, necessarily k = 211 or k = 212 + 211 in
Algorithm ReduceAccLarge, i.e., x is near an odd multiple
of π/2, since otherwise from Eq. (4), with z = k/213,
|z + R − 1/4| ≥ 2−14 − 2−127.999 and |z + R − 3/2| ≥
2−14 − 2−127.999, which from Eq. (5) is incompatible with
|cosx| < 2−27. If 2−27 ≤ x < 1, this cannot happen, thus
necessarily we have x > 1. Using Lefèvre’s algorithm, in

each binade [2e−1, 2e), for 1 ≤ e ≤ 1024, we generated
all binary64 inputs such that |cosx| < 2−27, which implies
|x mod (π/2)| < |acos(2−27) − π/2| < 2−26.999, and kept
those for which cosx is at distance less than 2−106 from a
rounding boundary (the bound 2−123 would have been enough,
but we wanted to find a non-empty set). We added these
17222 inputs to cos.wc, and checked they are correctly
rounded for all rounding modes, with and without FMA
contraction. For example, in the binade [21023, 21024), we
found 11 such inputs, from 0x1.5140b9e068a61p+1023
to 0x1.ffa528720daedp+1023. Among these inputs, we
found cosx is closest to a rounding boundary for x =
0x1.6ac5b262ca1ffp+850, with cosx at distance about
2−120.78 from a rounding boundary, which leaves more than
2 guard bits with respect to the bound 2−123.358.

V. EFFICIENCY

Figure 1 compares the efficiency of several implementations
of the binary64 cosine function for 1 ≤ x ≤ 2100. We see all
implementations have two regimes: one for small inputs with
an ad-hoc argument reduction, and one for large inputs, with
Payne-Hanek’s argument reduction. The threshold between the
two regimes differs between implementations: around 215 for
LLVM libc, around 219 for the Intel library, around 221 for
AMD libm (with a spike around 214), around 225 for GNU
libc, and around 231 for CORE-MATH. Note that only CORE-
MATH and LLVM libc are correctly rounded; they also have
the fastest Payne-Hanek reductions.
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Fig. 1. Reciprocal throughput in cycles of several implementations of the
binary64 cosine function around 2e for 0 ≤ e ≤ 100, on an Intel Xeon
Silver 4214. The red curve is CORE-MATH compiled with gcc 16.2.0, the
pink curve is LLVM libc (dc3e262) compiled with clang 21.1.8, the grey
curve is AMD libm 5.3, the blue curve is the Intel math library 2026.1.0, and
the green curve is GNU libc 2.43 from Debian.
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